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Abstract: The industrial growth of the last decades created a
need for intelligent and autonomous systems that can propose
solutions to scheduling problems efficiently. The job shop
scheduling problem (JSSP) is the most common formulation of
these real-world scheduling problems and can be found in
complex fields, such as transportation or industrial assemblies,
where the ability to quickly adapt to unforeseen events is critical.
Using the Markov decision process mathematical framework,
this paper details a formulation of the JSSP as a reinforcement
learning (RL) problem. The formulation is part of a proposal of a
novel environment where RL agents can interact with JSSPs that
is detailed on this paper, including a comprehensive explanation
of the design process, the decisions that were made and the key
lessons learnt. Considering the need for better scheduling
approaches on modern manufacturing environments, the
limitations that current techniques have and the major
breakthroughs that are being made on the field of machine
learning, the environment proposed on this paper intends to be a
major contribution to the JSSP landscape, enabling academics
from different areas to focus on the development of new
algorithms and effortlessly test them on academic and real-world
benchmarks.

Keywords: Reinforcement Learning, Job Shop Scheduling,
Simulation, Optimization, Machine Learning.

. Introduction

The industrial growth of the last decades stimulated the
necessity for intelligent systems to efficiently support
manufacturing environments, since they must have the ability
to rapidly adjust to unforeseen events. The scheduling
procedure of modern, real-world manufacturing environments
still has many difficulties in dealing with unforeseen events, and
the human decisions that are made do not convey into
optimized plans. Hence, intelligent and autonomous systems
are required so that automatic solutions to scheduling
problems can be found quickly and as optimized as possible.
Even a small reduction of the time required to calculate an

improved schedule can have a significant impact in the
performance of an industrial business.

Scheduling has always been one of the most complex and
impacting problems that the scientific community has
researched, with scientists from artificial intelligence,
operational research and scheduling theory [1] combining to
propose several methods that attempt to solve scheduling
problems. JSS is the most used formulation of the scheduling
problem and is commonly applied in fields such as
transportation (e.g. flight scheduling, staff allocation) or
industrial assemblies (e.g. task distribution, resource
assignment). A Job Shop is a setting where certain resources
exist and must execute specific operations. Solutions to a JSSP
must define where each operation will be executed and at
which time interval that will happen. This is a classical
optimization problem, where the difficulty is in finding the
schedule that best takes advantages of the resource’s usage.

The theory that humans learn by interacting with the
environment is, probably, the most natural one and the easier to
accept when we consider the nature of learning [2]. This is the
key concept behind RL: perform an action, understand its
effect, and learn something from it. This cause and effect
relation is sustained by the scientific investigation of the human
behavior conducted by psychologists [3].

The last decade has seen a huge expansion of the machine
learning field. The computational power, which was previously
a bottleneck for machine learning researchers, is now so widely
accessible and incredible powerful that breakthroughs are
being made constantly. RL, a subfield of machine learning, has
benefited greatly not only from these increases of computation
power, but also from the recent innovations on how to train
agents to solve a specific problem. Taking that into
consideration, the main contributions of this paper are the
formulation of JSSPs as a RL problem and a proposal of an
original RL environment that shall allow the application of the
latest RL techniques on JSSPs. Considering the available
options [4], RL emerges as the clear choice to solve many of
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the limitations of the current methods that are used to solve
JSSPs.

To use RL on JSSPs two key components must be
developed: an intelligent agent that makes the scheduling
decisions and an environment where that agent learns how to
act. This paper focuses on the environment component.
Although one is not very useful without the other, the correct
implementation and execution of an environment is crucial: an
inferior agent could still be capable of achieving a solution, but
a mediocre environment might make it so that all solutions are
invalid (e.g. if the rules are not validated correctly). Also, there
is only need for one environment; after its development, several
agents with specific learning algorithms can then be made to
achieve the best possible results.

Considering the need for improved scheduling procedures
on modern manufacturing settings, the limitations that current
techniques have and the major breakthroughs that are being
made on the field of machine learning, the environment
proposed on this paper aspires to be a major contribution to the
JSSP landscape.

The remaining sections are organized as follows: Section Il
starts by presenting an overview of the key concepts of the
related work, fundamental to the proposal that this paper puts
forward; Section Il proposes a formulation of the JSSP as a
RL problem; Section IV contains the details of the developed
JSS environment for RL agents; and, at last, section IV
contains the final conclusions and puts forwards the planned
future works.

Il. Literature Review

This section contains a summary on important topics that are
related to the work proposed in this paper.

A. Job Shop Scheduling

The Job Shop problem is a scheduling problem that consists on
the allocation of n manufacturing orders (known as jobs), J1, Jo,
J3, ... Jn, in m machines, M1, M2, Ms, ... My, which are
physically available in an industrial environment, such as a
factory or a workshop (hence the job shop name). Each
manufacturing order is characterized by a specific number of
operations. Each of these operations is represented by oj,
where i represents the order that the operation belongs to and j
represents the precedence of the operation (e.g. 023 symbolizes
the third operation of the second order).

Hence, a Job Shop problem P is defined by the collection of
machines, orders and operations, which establishes P as the
(M,J,0) set.

Each operation also as an associated processing time, pj,
that is known, which represents the number of time units that is
necessary to completely process operation 0jj.

On a job shop environment there are some basic restrictions
that must be respected. These are:

o All operations of a job can only be executed when the
previous operation is completed, except in the case of the
first one.

o The operations of a given job cannot take precedence over
operations of another job, i.e. there is only precedence
between operations of the same job.
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e An operation that has already started (i.e. is being
processed) cannot be interrupted.

¢ A machine can only execute one job at a time.

e A job can only be executed by one machine simultaneously,
i.e. machine changes can only be made between operations.

Even that these restrictions may seem like a simplification of
the problem that is faced by several real-world industries this
approach is still very useful and advantageous, given that it
allows us to obtain very valuable information, e.g. the best
order of execution of the available jobs [5].

Calculating a scheduling plan is, after all, a relatively simple
task. Considering that we have N jobs that must be processed
on M machines at specific times, the complexity in JSSPs is the
calculation of the starting time of each operation on its
respective machines. However, a scheduling plan, by itself, is
of little use. What is required, naturally, is an optimized
dispatching plan that presents the optimum solution.
Unfortunately, there is no viable way to calculate an optimized
plan given the complexity of this problem.

The JSSP is considered to be of very hard resolution, and is
classified as NP-hard [6]. Actually, of all the NP-Hard
problems, JSSP are one of the hardest considering how
complicated they are to solve [7].

From a large set of possible plans, it is necessary to choose
the one that offers the best performance (according to the
metric chosen). The possible combinations are quite high:
considering n orders on m machines, the number of possible
plans will be n!™. A small problem of 5 machines with 5 orders
originates 24883200000 possible combinations; and a (still
relatively small) problem of 10 machines and 10 orders creates
a troublesome combination amount: 10!*% = 3959%, A great
part of these solutions would be invalid (due to violations of
the basic restrictions) but, nevertheless, it is unfeasible to
validate such a high number of solutions.

Considering its complexity, there are no algorithms to obtain
optimal solutions to large JSSP in a timely manner. It is
therefore necessary to use approximate approaches to solve
this problem, allowing to find solutions that are not optimal,
but are good enough to put into production.

When the optimization of something is mentioned this
usually refers to the choice of an option (from a diverse range)
that will minimize or maximize a certain objective function.
The most common objective when solving a JSSP is to create a
solution that minimizes the makespan [4] — the time at which
the last operation is concluded. Even small improvements to
the makespan of a plan could have a great impact on the costs
and efficiency of a manufacturing system [8].

JSSPs have always been a focus of the scientific community,
especially in the disciplines of artificial intelligence and
operational research [9]. The first publication that analyzed the
performance of algorithms solving the JSSP was made by R.
Graham, in 1969 [10]; But even today it is still a very active
field, since the complexity of the problem keeps attracting
researchers to it.

Considering a recently published literature review, the
general consensus methods to solve a JSSP, nowadays, is to
use a metaheuristic [4]. The advantages are the speed at which
it can achieve a good solution and the low computational effort.
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However, there is still much room for improvements [11]. The
solutions obtained by metaheuristics are, mostly, just good
enough to be used but far from the optimal ones; they tend to
not generalize well to instances of other problems (it might be
successful on a specific JSSP instance but fail completely in
another one); and a significant effort is required to develop an
effective metaheuristic solver [4], [12].

B. Reinforcement Learning

Machine learning can be divided in three fields [13]: supervised
learning, unsupervised learning and RL. Supervised learning
problems operate with a labelled dataset, i.e. we know
precisely how to classify each example in the data.
Unsupervised learning also uses a traditional dataset, but it is
unlabeled, i.e. we do not know the correct classification of
each data point and have no information on the relations
between examples. RL is remarkably different from its
counterparts given that it uses no pre-existing data.

Essentially, RL can be defined by the process of an agent
learning the best actions based on feedback provided by the
environment [4]. The feedback contains a reward for the agent,
which interprets it to draw a conclusion of the effects of the
chosen action. This cause and effect (usually labelled as action
and reward) relation is inspired in the scientific research of the
human behavior conducted in psychology, going back as far as
the beginning of the twentieth century [14], [15].

Any problem of reinforcement learning has two main
components: the agent and the environment. The agent, which
needs to have a well-defined goal, is the entity that decides the
actions to be taken and that can ascertain the state of the
environment, even with uncertainties. The environment is
where the agent operates and is related to the problem to be

solved (e.g. in a chess game, the environment will be the board).

However, besides the agent and the environment there are four
critical components to any reinforcement learning system: the
reward, the policy, the value function of each state and the
environment model [4].

The policy is what defines the behavior of the agent. The
policy maps the states of the environment to the actions that
the agent must have in those states. The manner in which it is
defined can be simple (a table with the mappings) or quite
complex (intelligent search methods), with options being
stochastic and having an associated probability [16]. Thus, the
policy is a core component of a reinforcement learning system,
as it is sufficient by itself to establish what behavior the agent
will have.

The reward is how the agent's goal is defined. After each
agent action, the environment returns the reward. The goal of
an agent is to maximize the total reward received throughout
its interaction with the environment, regardless of the type of
problem. Thus, and drawing a parallel with Thorndike's effect
law [14], the reward has a major effect on the iterative
construction of the agent policy and establishes what actions
the agent should take: if an action chosen by the current policy
receives a low reward, the policy should be updated to choose
another available action when the agent is in a similar situation
again.

If the reward is related to immediate feedback from the
environment, the value function is what allows the agent to
take a long-term view. The value of a state is the total reward
that an agent can get from that state, i.e. the value indicates
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how positive a state is considering future states and the reward
they may give. Without rewards there could be no state value,
since the sole purpose of the value is to estimate how a greater
total reward can be obtained. However, the value of a state is
more important when the agent has to consider all available
actions. The agent should opt for actions that lead to states
with the highest value and not the highest reward, because then
they will accumulate a higher total reward in the long run. As
would be expected, it is much more difficult to determine a
correct value function than a reward. While the rewards are
given directly by the environment, the value should be
estimated continuously through the agent's interactions with
the environment. This component is, in the author's opinion
(and according to one of the fathers of modern reinforcement
learning, Richard Sutton [17]) the most important of any
system implementing algorithms of this problem category.

The environment model is the component that seeks to
replicate the behavior of the environment, so that inferences
can be made and predict how it will react to an action. Given a
state and an action, the model should return the reward
associated to that action and calculate what the next state of
the environment will be. It is the model, through inferences,
that allows decisions to be made about the action to be taken
before performing this action, based on expectations of what
will happen in future situations. There are simpler
reinforcement learning algorithms that do not use models,
working simply on the basis of cycles of trial-error repetitions;
by contrast, the approaches that use models are more robust,
being able to make those decisions and plan their actions with a
long-term view.

The data for a RL problem is generated dynamically. The
environment is responsible for providing the feedback on the
action that the agent performed. With that feedback, the agent
will update its beliefs on what are the best actions are. Then, it
will act and learn from feedback again, repeating this process
over and over; effectively, this is the training loop of a RL
algorithm, and where the learning occurs. The RL algorithm
that controls the agent guides its discovery of what the best
decisions are in order to maximize a reward; i.e. the agent is
not told what to do, but instead must realize which actions
provide the best rewards by attempting them (hence the cause
effect paradigm).

Given that there is no need for pre-existing data and the
extraordinary results that were achieved recently (e.g.
DeepMind’s AlphaGo [18] or the demonstration of
ambidextrous manipulation skills [19]), it is unquestionable
that RL is one of the most powerful and promising fields of
research, envisioned by many as the future of artificial
intelligence [20].

However, RL applications are not yet unbeatable. Currently,
the main shortcomings of RL are the enormous amounts of
time required to train an agent and the difficulty in creating an
agent that can act skillfully on environments that require
reasoning or memory. The time and energy required to train
agents is expected to go down as the field grows, since
optimized versions of existing algorithms appear at a good rate,
and novel methods in development are more focused on the
runtime. The lack of capacity to reason or memorize may be an
issue, but promising approaches have demonstrated how to
teach agents using natural language instructions and small
demonstrations with success [21], [22].
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C. Environments, Actions and Rewards

A RL environment is the world were the agent is operating,
which reacts to its actions. From the agent’s perspective, there
is a goal (e.g. in a chess game, the goal is to win it) and it is
necessary to interact with its current environment to achieve it.
The actions of the agent affect the environment and, in doing
s0, change the options that are available in future interactions.

From the environment perspective, it always is in one of
many possible states. Whenever an action is performed by an
agent (e.g. moving a piece in a chess game), the environment
takes it as input and adapts its internal configuration in
response, thereby changing to another state.

Except in the utopian case of the existence of a perfect
information environment, the effects that an agent's action may
cause cannot be fully predicted [23]. Therefore, the agent must
monitor the environment constantly. However, the agent
always knows what its goal is, and can monitor the progress
that is being made (e.g. an agent that plays chess knows if it is
closer to winning).

The agent makes use of the knowledge gathered by
performing several actions and changes its beliefs, improving
its ability to achieve the proposed goal (e.g. a chess-playing
agent will be better at deciding which move will improve its
chances of winning the game). The knowledge that the agent
has is, essentially, a result of its exploration of the environment,
through the validation of its goals (i.e. if it is achieved) and the
rewards that are given by the environment (in response to the
actions).

The beliefs of the agent express how to act on a state.
Pragmatically, it is a mapping from all the known states of the
environment to the action to choose whenever that specific
state is the current one; it is a parallel with what psychology
identifies as sets of stimulus-response associations [2]. These
beliefs are known as the agent’s policy, and this is the core of
the agent since it can predict its behavior.

The reward that is provided as feedback to the agent
classifies actions as good, neutral, or bad. Consequently, it is
essential to the definition of the goal of an agent: to maximize

the rewards that it collects from the environment over time; e.g.

if an action provides a low reward, the agent updates its beliefs
(i.e. its policy) so that it chooses another action the next time it
faces a similar situation.

Rewards are immediate, received as feedback of actions.
But it is possible to think of actions that provide lower rewards
that may lead, at some point, to greater rewards (e.g.
sacrificing a rook to conquer a queen in a chess game). That is
the purpose of the internal value function of the agent: it tries
to predict the total reward an agent might accumulate from the
current state. In other words, it attempts to forecast the
long-term reward of moving to a specific state, considering the
states that are expected to emerge afterwards and the future
rewards that they will provide.

Considering the aforementioned information, the argument
can be made that a high-quality environment is essential to
have any success when dealing with a RL problem. Even in a
situation where the finest, state-of-the-art RL algorithms are
being used, it will all be worthless if the environment in
question is not capable of providing good feedback.
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I1l1. JSSP Formulation

This section explains the characteristics that make the JSSP so
interesting and unique, what should be done so that it can be
solved using RL techniques, and how are RL and JSSPs
defined.

A JSSP consists in N jobs that must be processed on M
machines at specific times, as detailed on section 11.A, with the
most common goal being the calculation of a solution that
minimizes the makespan [4]. The conditions to define a RL
problem are the specification of a goal to achieve, a set of
possible actions, the states that the environment can be in and
the policy of the agent. To define this problem, and as
commonly used on solutions to RL applications [2], we
propose the formulation of the JSSP as a Markov decision
process (MDP).

The MDP is composed by two elements: the entity that
makes the decisions and the environment. The entity observes
the state of the environment and chooses which action to take.
That action is then executed on the environment, which will
cause it to change to another state. As a result of the execution,
the environment presents a reward to the entity that is making
the decisions. With that reward, the entity’s objective is to
discover the best way of making a decision in order to
maximize the rewards that it gets. To reach the goal, the agent
should be capable of interacting with a JSS environment where
the actions that are available must allow it to allocate each job
to a specific machine.

The mathematical formulation of an MDP consists in a set of
finite states S (with s € S), a set of possible actions, A(s) in each
state, a reward function, R(s) and a transition probability
between a specific state and the current state, knowing that
action a was chosen. The transition probability is formulated in
equation (1), representing the probability of transitioning to
state s’ from state § if action a is taken.

P(s’,s]|a) 1)

Most real-world environments make it impossible to know
the transition probabilities between all states, and that is where
the learning mechanisms of the RL agent that is solving the
problem operate. As such, the formulation of a JSS MDP
requires the definition of the states (S), actions (A) and a
reward function (R).

At first glance, the set of actions A of a JSSP seems
reasonably straightforward to define. At any moment there is
only one type of action that can be done: assign an operation to
a machine. However, having only one type of action does not
mean that the problem is not complex. Deciding which
operation will be allocated next is the core of a scheduling
problem. If we consider a problem with 50 jobs, each with 10
operations to be executed on 10 machines, and assuming that
no jobs are planned into the future, at any moment, the number
of operations that can be allocated will be 500. Hence, the
action space A shall contain all the possible allocations that can
be made at a specific moment, and the key decision that the RL
agent shall take is which of the allocations shall be done.

The set of states’ S contains all possible states of a RL
problem. For a JSSP to be converted into an MDP, it is
necessary to deliberate that the state only changes whenever a
new job allocation is made. Considering that all states are not
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subjects of the previous states (i.e. in equation (1), s’ is only
conditioned by s and a), set S is in accordance with the MDP
requirements [24]. This paper proposes that S is the collection
of all solutions resulting from the possible permutations that a
scheduling plan may have. This means that there is a state that
represents each possibility of a job allocation to a machine.
However, it is important to state that this does not mean that
the implementation of the environment must make this
calculation beforehand (or ever, for what it is worth).
Calculating such a huge amount of possibilities would make
this environment very slow on anything but machines with high
computational powers; and that is a deal breaker for RL
algorithms, since millions of iterations must be made in order
to learn. What this definition means is that the set of states S,
formally, contains all those permutations. In practice, the
learning algorithm has to decide how to handle this information;
e.g. a feasible approach would be to disregard all the possible
permutations, focusing instead on the information of the state
that is being experienced and understanding the effect that the
chosen action will have (leading to s’).

The reward function determines the expected reward that is
received after transitioning from one state to another. To
define a reward, it is necessary to consider what the goal of the
agent is. This proposal suggests that the JSS formulation (as a
RL problem) shall use the makespan minimization as its
objective. The reward shall be a ratio that estimates the benefit
of the chosen action against its cost, considering the makespan
minimization goal. The proposed formula for the reward
function R is presented in Figure 1. The makespan difference is
calculated using the known optimum values for the problems
that are being solved.

Invalid operation allocation, —1.0
Valid operation allocation, 0.0
Complete allocation and makespan dif f < 250, 1.0
Complete allocation and makespan diff < 450, 0.6
Complete allocation and makespan dif f < 650, 0.4
Complete allocation and makespan dif f < 1500, 0.1
Complete allocation and makespan dif f > 1500, 0.0

Figure 1. Recommended reward function

Considering the way that RL approaches work and the
nature of JSSPs, the order that the actions are taken can have a
major impact on the total reward. The agent shall learn how to
best navigate the decision paths that can be taken, discovering
how to achieve its goals.

With the proposed formulation of the JSSP as a MDP, an
agent with learning capabilities would be able to evaluate its
environment, analyze its state and choose the actions that will
maximize the total reward that is collected, taking into account
its predefined goal.

IV. JSS Environment For RL Agents

Recent developments in RL have achieved incredible results
(see section 11.B). Analyzing the success that DeepMind’s
AlphaGo [25] achieved, it is clear that it was propelled by the
newfound capacity of its novel algorithm to learn from millions
of simulated games of Go. But to learn from that huge amount
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of games, an accurate simulator of the game of Go had to be
developed (amongst many other components). AlphaGo - the
agent that was created — used an appropriate simulator of the
game of Go to play over and over against itself. Without the
environment that simulated this game, even these advanced
algorithms would not be capable of achieving satisfactory
results.

Simulated environments that allow RL agents to effortlessly
interact (and, hence, learn) are the key to the recent
breakthroughs in RL. Nevertheless, these innovations are very
recent, and no work has been done yet in the scheduling
optimization field and, precisely, on the construction of a
scheduling environment to train and evaluate agents that aim to
solve the JSSP. That is the main motivation for this work; the
design and implementation of a RL environment for the
proposed JSSP.

In 2016, OpenAl released OpenAl Gym [26], which
proposed an unified standard for RL benchmark problems and
how the environments are implemented. This standard
provides two major advantages: the ability to create
comparisons between RL algorithms and the fact that it enables
academics to specialize their work, since they can focus only
on one side of the problem: either RL algorithms or the
development of custom environments for specific realities.

This paper puts forward a custom environment for RL
agents that applies the standard defined in OpenAl Gym. To
comply with it, a number of standard components must be
developed [26]. The key ones are the reset function, the
stepping mechanism (how the agents interact) and the reward
structure.

The reset function is where the environment instances the
defined JSSP, parsing its data to calculate the proper number
of machines, jobs and jobs’ operations that should be allocated
to create a solution. The reset function is parameterizable, so
that different problems can be executed. The JSSP problem
instances must comply, by default, with the OR-Library format,
developed by John Beasley [27]. The adoption of a standard
format allows for quicker experimentation and validation of
results since the optimal solutions are known. The Taillard
format [28] is also supported; even if it is mostly applied on
Flow-shop problems [4].

The stepping mechanism is how an agent can designate what
the next action shall be. Here, the agent can select what job to
plan next. There is also the possibility to work at an operational
level, allocating each single operation at a time.

The reward is given to the agent as an output of the stepping
mechanism, since it is the feedback from the environment
concerning the latest action chosen by the agent. The reward
structure that is used on the proposed implementation is in
accordance with the one proposed in Figure 1.

To better explain these functions let us present an illustrated
example. For that, consider that there is a problem instance,
given as input to the proposed environment, that is composed
by 3 jobs (T1 to T3), with 3 operations each, and 3 machines
where these are executed. Instancing the problem on the
environment means that the reset function would be invoked.
After the problem instance is loaded the agent would be able to
start making decisions; To do that, the agent would use the
described stepping mechanism. If he decides that the first
action shall be to allocate operation T1.1, the plan will change
to the one represented in Figure 2.
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Figure 2. Plan after the action that allocates job T1.1
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The response of the environment to the action that allocated
T1.1 would be to change to a new state (with T1.1 on machine
1) and to provide the agent with a neutral 0.0 reward, since it
was a valid allocation. Then, the agent could, for example,
decide to allocate either T2.1 or T3.1, as depicted in Figure 3
and Figure 4, respectively. If it tried to allocate T1.1 again on a
different machine, or T2.1 at the same time as T1.1, the action
would be deemed as invalid, the internal state representation
would stay the same and the agent would receive a -1.0
reward.

Ml TL1

M2

Machines

M3 T2.1 13.1

01 2345678 91011121314151617 18 19 20 21 22 23 24 25 26 27 28 29 30

Figure 3. Plan after the second action if T2.1 is executed first

M1 T1.1

M2

Machines

M3 | TR T2.1

0123 4567

Figure 4. Plan after the second action if T3.1 is executed first

8 910111213 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30

This process of allocating an operation to a specific machine
would go on until a valid plan is reached. The final plan could,
perhaps, be similar to the one presented in Figure 5. When the
final allocation is made the environment will compare the
makespan of the plan with the optimum known value. Since
this is a very simple example the reward would be of 1.0 — the
distance to the optimum is lower than 250.

Ml TLI | 72.2 ‘ | 73.3
M2 [ 1z ] 1.2 | 12.3 |
M3 | | 721 3.1 L3

0123 4567 8 910111213 1415 16 17 16 19 20 21 22 23 24 25 26 27 28 29 30

Figure 5. Plan with all jobs allocated

The rewards that are given to the agent are scaled, and
fluctuate between -1 and 1. This makes it so that even if the
agent can only choose neutral or negative reward actions, there
should always be actions that are better than the others. When
it reaches a solution, the agent would then need to be able to
use long-term rewards mechanisms of modern algorithms
(such as Deep Q-learning [29]) to use this information to
greatly improve its performance.
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Ideally, a good environment should be one where it is
possible to iterate exceedingly fast and that has all the
scheduling rules being employed. The rules that the proposed
environment validates are related to the acceptability of the
final scheduling plan. Common scheduling rules, such as the
order in which the operations of the jobs are assigned and the
machines where the operations are executed, are validated with
each action of the agent.

Overall, the environment guarantees that the agent cannot
perform invalid job allocations. This makes it easier for the
training algorithms that are used to improve the performance
of the agent.

The developed environment includes a set of standard
agents to interact with it that follow common heuristics that
planners use in real-world scenarios [30]. These are:

o After last operation — This agent will always choose as its
next action the allocation of the next job immediately after
the last operation on the current plan. It follows the
predefined order of jobs of the JSSP (i.e. if the problem has
15 jobs, job 1 would be first and job 15 the last one
allocated).

o First available slot — This agent will consider the job that
needs to be planned and allocate it on the first available slot.
This follows a heuristic that will lead to the reduction of idle
times on the final plan [8].

o Biggest job first — This agent analyses all the jobs that must
be planned and orders them considering their size,
decreasingly. Allocates them on the first available slot.

o Smallest job first — Similar to the previous one, but instead
orders increasingly.

¢ Random — this agent makes random choices on what should
be planned next.

These agents do not include any type of learning or
inferences from their actions, since that was not the objective;
the goal of these agents is to provide a stable baseline that can
be used to quickly test the environment. These tests can be
made to assess the suitability of the solutions and to swiftly
validate the JSSP that is used as input, i.e. if the input data that
is given to the environment is not ok for some reason (e.g. jobs
are not completed, missing machine information), these agents
are capable of exposing it.

Nevertheless, even if the baseline agents have no learning
mechanisms included, that is the main use case for this RL
environment. Learning algorithms shall benefit from their
existence, reducing drastically the development efforts [4].

This environment has been designed so that intelligent
agents can be trained to solve JSSP using RL techniques.
These agents shall be part of a complete scheduling system,
composed by the artificial intelligence module, which contains
the intelligent agent and the proposed environment, and by the
scheduling module, which establishes all of the problem rules,
supports the decoding process of academic JSSP instances and
guarantees that all problem components are well-defined:
machines, jobs and operations. An overall view of the
proposed architecture is shown in Figure 6.
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V. Conclusions and Future Works

A novel RL environment that takes advantage of the latest
developments of the machine learning field to solve JSSPs was
presented. A JSSP has many intricacies, and small decisions
can have a huge impact on the performance of a plan. The key
decisions when solving a JSSP regard which jobs to allocate to
which machines and in what order, considering the defined
goal (e.g. comply with job deadlines) and/or performance
indicators (e.g. the makespan of the proposed solution).

Current techniques that solve JSSPs are stable and well
researched but are still considered to have many limitations [4].
Hence the need for machine learning techniques from one of its
most promising fields; RL agents present an incredible
advantage by not needing any pre-existing data, since they are
capable of gaining knowledge from its own interactions with
the environment (mirroring what is believed to be the human
way of learning [3]).

RL solutions contain two key components: an agent that
learns how to solve a problem, and an environment where the
problem is modelled. This proposal details both but focuses on
the environment: due to this being an original proposal and
considering the complexities of the JSSP, it is essential to have
a working environment develop an agent.

Every part of the proposed environment is detailed on this
paper. Beginning with a formal definition of a JSSP as a RL
problem (using an MDP mathematical approach) that is later
used as a model for the environment, the paper also presents
the technical characteristics and decisions that were made in
order to achieve a quality implementation of the proposed
environment.

Future work includes the research and development of
agents that are capable of learning on this JSS environment.
The statistical significance validation of these agents shall be
done in comparison to standard benchmarks (hence the
support of common formats [27], [28]). Then, the strategy is
to develop a full scheduling decision support system that
employs the developed agent. When the system is operational,
it shall be deployed into real-world problems. At last, there
shall be the disclosure, via scientific publication, of the
achieved results and conclusions, including a thorough
discussion of the key decisions that were taken to achieve the
final system architecture.
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